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assigned confidence scores and be considered rimr er

Abstract handling strategies, such as grounding, clarifica@nd
error detection.
In this paper, a discourse modeller for conver- . In this paper, a discourse model_ler for conversa-
sational spoken dialogue systems, called ponal quken Iang_uage, calledh@TEA, is presented. It
GALATEA, is presented. Apart from handling is especially designed to support concept-levebrerr

the resolution of ellipses and anaphora, it handling. QLATEA is not a complete dialogue manager,

tracks the “grounding status” of concepts that ~ Put rather a processing step in the interpretairotess,
are mentioned during the discourse, i.e. in- where utterances are interpreted in context. Afparh
formation about who said what when. This handling the resolution of ellipses and anaphota, i

grounding information also contains concept t_racks thegrounding statusnf_con_cepts th_at are men-
confidence scores that are derived from the tioned during the discourse, i.e. information abatib

speech recogniser word confidence scores. sqid what when. This grounding information a_Iso -con
The discourse model may then be used for tains concept conﬁder_me scores that are derivenh fr
concept-level error handling, i.e. grounding of ~ the speech recogniser word confidence scores.
concepts, fragmentary clarification requests, CGALATEA builds a discourse model — a model of what
and detection of erroneous concepts in the has been said durmg_the discourse, and whichiemtit
model at later stages in the dialogue. are referred to. The discourse model may then Ine co
sulted by an action manager that selects errorlimgnd
strategies, such as grounding, clarification amel éaror
detection, on the concept level.

GALATEA is developed within the IHGINS project

A common source of errors in spoken dialogue systerhEdlund, et al., 2004). IHGINS is a test bed for investi-
is the speech recogniser (ASR), and the handling 8fting error handling techniques in spoken dialogue
such errors is a crucial issue in the design okepo SYStems. The initial domain chosen foIGHINS is that
dialogue systems. The most common way of handlir‘g pedesirian city navigation and guiding, whicisitsi-
such errors has been to use utterance confidemgessc '2f 1 the now classic MapTask (Anderson et al91)9
for selecting implicit or explicit verification ofull ut- domain, as well as to a number of guide systene su
terances. This often works in dialogues where attees as R,EA!- (Baus et al., 2001). A user gives the sysae
are relatively short and predictable. However, ia-d destlnatlon an_d the system guides the user by givin
logue systems that are designed to allow relatifrelg, verbal |ns,truct|_o.ns. The system does not have: adees
conversational speech, with longer, more unpreblieta the_ users’ positions. Instea_d, It hqs to rely ‘“‘”'Fie'
utterances, such utterance-level error handlingftisn §cr|pt|ons of their sur_roundlngs. Since the usemes/-
inappropriate. In such systems, statistical n-gtam "9 the system continually has to update its madel
guage models are often used in the ASR. Thesefare '€ USer's position and provide new, possibly areeind
ten better at covering conversational languagetand  Instructions until the destination is reached. siamula-

to degrade more gracefully when the user speaksfouttion: @ 3D model of a virtual city is used. The domis

grammar (Knight et al., 2001), but they may alseegi complex enoygh to generate a variety of error types
fise to speech recognition results which are oftertly The surroundings the user and system talk abougaiton

correct. When making semantic interpretations ahsu _complex landmarks and relations that are challeygin
results, some semantic concepts will be correct anigrerpret an_d represent semantlcally. For such séma
some not. This calls for error handling on the emic representations, deep semantic structures are cheede

level, i.e. individual concepts in utterances sHobk

1 Introduction



Table 1 shows a (made-up) scenario with recognédence in any interpretation, a non-understanding ha
tion results, which displays the current capabitof occurred. One important difference between non-
the system. The different error handling techniquesunderstandings and misunderstandings is that non-

illustrated in the example will be described lagar understandings are recognized immediately by the ad
dressee, while misunderstandings may not be idkeahtif

Turn | Transcription ASR result until a later stage in the dialogue. Both of thigsens of

S.1 | Where do you want to miscommunication may concern complete utterances or
go? parts of utterances, i.e. partial misunderstanding

U.2 | Toan ATM TO AN ATM partial non-understanding.

S.3 | Ok, an ATM. Can you One may also classify problems depending on at
describe where you are which “action level” they occur. Clark (1996) makas
now? distinction between four levels of action that tsldace

U.4 |1 have alarge concrete LARGE when a speaker is trying to say something to an ad-
building on my left and & dressee:
tree in front of me. BUILDING ON MY

LEFT TREE . Acceptance: proposal and consideration.

Understanding: signalling and recognition.
Perception: presentation and identification.
Contact: execution and attention.

S.5 | Which colour does the
concrete building have?
U.6 |Red RED
S.7 | Ok, can you see a
wooden building in front

For successful communication to take place, com-
munication must succeed on all these levels. Theror

of you? of the levels is important; in order to succeedome
u.8 rli\lgor;tht | have one on myO | HAVE level, all the other levels below it must be conde
S.9 | On your right? 2.2  Early error detection
U.10 | Yes YES . o
S.11| Ok, I think I know wherg Gl_ven_a_speech recognition result, a system musrde
you are. mine if it should accept the utterance and hypagkes

that this is what the user (might have) said, ¢ecteit.
d If the utterance is accepted, some sort of confiden
score is often assigned to it. This is the prooéssarly
error detection The confidence scores are often based
Table 1: An example scenario. The rightmost column ~ on the probabilities from the acoustic and language
shows ASR results in which word confidence scores a  models, and the structure of the n-best list (Eeerm
reprgsented with different shades of grey (darkmsédgh  and Woodland, 2000). To improve early error detexti
confidence). machine-learning has been used to classify uttesaas
correct or incorrect, based on features from thegni-
tion result, acoustic features, and dialogue hysterg.
2 Error handling in dialogue systems Gabsdil and Lemon, 2004).
] ) ) ) . For concept-level error handling, confidence scores
In this section, issues important for error hargllin  gj5,|d be calculated for the individual words ire th
spoken dialogue systems will be discussed. speech recognition result, just like in Table 1d &ans-
ferred into concept confidence scores during seimant
interpretation (Gabsdil and Bos, 2003). Skantze & E
Miscommunication is a general term that denotes dlind (2004a) investigates the use of machine lagrni
kinds of problems that may occur in dialogue. A eomfor early error detection on the word-level, usoanfi-
mon distinction is made betweemisunderstandinggnd dence scores as well as features from the utteramte
non-understandinge.g. Hirst et al., 1994). Misunder- discourse context.
standing means that the addressee obtains anritierp
tion that is not in line with the speaker's intems. If 2.3 ~ Grounding and clarification

the gddressee fails to o_btain any_interp_retatioralb\t Grounding is the process by which speakers establis
obtains more than one interpretation, with no way tinformation as part of common ground well enough fo
choose among them, or does not have enough corfjrrent purposes (Clark, 1996). They do this byingjv
positive and negative evidence of understanding. If
positive evidence is given on one of the actiorelev

Walk a little bit forward
and take left after the re
building.

2.1  Miscommunication

! The system is currently built for Swedish, but eath
amples in this paper have been translated intoigngl



discussed above, all the other levels below itm@ee dling, these are especially interesting, since tloeys

sumed to have succeeded. If negative evidencegis son problematic concepts and thereby make the dialog

nalled on one of the levels, all the other levédevee it more efficient.

are also presumed to have failed, while the oné&sabe It is important to note that while clarification-re

it are presumed to have succeeded. guests signal non-understanding, they may also give
According to Clark, every contribution requirespositive evidence of understanding by display,sag-i

positive evidence, if it is to be regarded as commoalustrated in (1). In this example, the system digplthat

ground. Clark (1996) discusses different kinds a$ip it has understood that the user has something on he

tive evidence: right, but at the same time gives negative evidemte
her understanding of what it is.
Assertion of understanding. The most explored techniques for grounding in spo-
Presupposition of understanding. ken dialogue systems are “explicit” and “implicitéri-
D|Sp|ay of understanding_ ﬁcation, illustrated below:
Exemplification of understanding. o
(2) U1l | have a large concrete building on my left
Assertion of understanding, such as “mhm”, "okey’, ~ S-2¢ Do you have a large concrete building on
“| understand”, is a common evidence. However ait ¢ ~your left? o
only give evidence on the utterance level, anditnot S.2i (You have) a large concrete building on
be used to verify that the understanding was cbrrec . yourleft.
Presupposition of understanding means that the ad- S-2ii  Which colour does the large concrete
dressee continues with a relevant next contribufiére building that you have on your left have?
distinction between “display” and “exemplification$ -~ o o ]
not so clear, but both includes cases where theeasiele S.2e exemplifies explicit verification, which mag b

displays or exemplifies what she has constructed tiflescribed as a clarification request. S.2i exeteslif
speaker to mean in the next turn, including verbati implicit verification, where the system displays iin-
repetitions or paraphrases. | will use the ternspiiy” derstanding. These techniques may often be exjpeden
here for the cases where (parts of) what is sai-is @S tedious and unnatura_l, since they operate outtee_ _
peated. By displaying understanding (in this sense3nce Ieve_l gnd are reallsed as separate commueicati
speakers may verify that their understanding isemy ~acts. Implicit confirmation may also be integratat
which may also be done on the concept level. Take fthe nextact, as in S.2ii, but as Gabsdil (2003¢s\chis
example the turn S.5 in Table 1. Apart from regjugst IS done on the utterance-level (including the whmie-
the colour of the building, the system also giveme Vious utterance). As the example shows, this mando
evidence of understanding. The understanding of thgnatural and tedious, compared to just including t
conceptONCRETEANdBUILDING are displayed, but not MOSt important concepts, as in S.5. _
the conceptARGE. If the understanding was incorrect ~ Traum (1994) presents a computational model of
(i.e. a misunderstanding), the user now has therpp 9rounding where a recursive transition network sedi
nity to correct the system. to model the stages of the grounding process, diodu

If the addressee does not understand, or is néit suRcknowledgements, repairs, and request for repairs.
ciently confident in parts of her understanding.(ia L@arsson (2002) describes a model for groundingrutte
partial non-understanding), she may choose tofglariances (or issues), where positive and negativesau
those parts, by posing a request and thereby sigmal  are given on aI_I action levels, using the inforratstate
understanding in those concepts. S.9 in Table anis a@pproach. While these models handle the process of
example, where the system lacks confidence in tine ¢ ground!ng information, the units that are consideia
cept RIGHT. Such requests are often formulated agrounding are utterances or issues. The examples pr
yes/no questions. If the addressee is missing gmarte Vvided do not show how individual concepts can be
of the utterance, the clarification request mayeiad be 9rounded. Another problem is that negative answe@rs
formulated as a wh-question. The system couldefer grounding and clarification moves are not used@s c

ample, have said: straining information. In Larsson (2002), a “backup
copy of the dialogue state is kept to restore theesf
(1) What do you have on your right? the proposed interpretation is rejected. Consicame

ple (2) above. If the user would answer “no”, tlaetf

Purver et al. (2001) explores the different forimatt that the user does not have a large concrete hgiloin
clarification requests may take, by studying théigr her left is valuable information for constrainingssible
National Corpus. An interesting finding is that 4%# USer positions. This shows that clarification resise
the clarification requests were elliptical or fragmml Should be treated using a general model for hagdlin
(just like S.9 in Table 1). For concept-level erfam- requests, including the support for negations.



Concept-level clarification requests have been-stuanaking the grounding move. As an example, taka-utte
ied to a greater extent than concept-level disgRigser ance S.3 in Table 1. The system has a fairly hagffie
(2004) and Schlangen (2004) describe implementatiodence in the user’s position, but still choosegitee
of systems that are capable of posing fragmentaryc positive evidence of understanding, instead of rdiefg
fication requests based on concept confidence saore the detection. The reason is that if the systemldvou
all action levels. However, the models do not hartde  misrecognise the user’s goal, the system woulddeet
user’s reactions to those requests. tect the error until the user has already reachedybal.

A dialogue system also needs to consider the dase o The possibility to defer error handling based on-co
complete non-understanding. Typically, the systayss sequence of misunderstanding has not been expiored
something like “Sorry, | didn't understand”, theyeb a great extent; confidence scores are most oftéyn on
encouraging the user to repeat. Skantze (2005)show considered once and not stored for late error tetec
an experiment that this is not what humans typjcddi To be able to defer error detection, as well assiny
when faced with complete non-understanding. Insteaftom different error handling strategies on the aapt
they tend to ask new task-related questions, witholevel, the system should keep a model of when quece
signalling non-understanding. have been grounded, by whom and how confident the

) system is in this.
2.4 Late error detection

Clarification requests correspond to what Scheglof The HIGGINS spoken dialogue system

(1992) calls second-turn repair, i.e. the repatddse in ) ) ) i
the second turn counting from the problematic uttedn this section, the architecture, semantic stmestand

ance. Third-turn repair occurs if an interlocutdgveg Modules of the KGINS spoken dialogue system will be
positive evidence of understanding and the firstagpr ~described.
realises that she has been misunderstood andésitia
repair. By displaying evidence of understandings th
system may detect errors by letting the user ieitea The HGGINS spoken dialogue system is a distributed
third-turn repair.Late error detectioris the task of de- architecture with modules communicating over sazket
tecting that the user has initiated such a repair,to Each module has a clearly defined input and oufiput
detect a previous misunderstanding. XML), and can be implemented in any language, run-
Late error detection may also be performed if an iming on any platform. Figure 1 shows the most impor
terlocutor realises that her model of the worldtamrs tant modules and messages ifG&INS, in the present
contradictory information. An example can be seen iconfiguration. The recognition result (the top hiyyEsis
Table 1. After turn U.4, the system believes thatuser with word confidence scores) from the ASR is serdrt
has a tree on her right (since there was an uneetecinterpreter, called IPKERING. PICKERING recognises
misrecognition). But after turn U.10, the systemlises and creates semantic representations of commurecati
that there is no place the user could be. The tady acts €A:s) from the user (without considering the dis-
that has a relatively low confidence and has n@&nbe course context).

3.1 Architecture

grounded is that the user has a tree on her rigie. In HIGGINS, dialogue management is not imple-
system may now assume that this was a misunderstangented as a single module. Instead, this processing
ing, and update its model. divided into adiscourse modelle{(GALATEA) and an

) ) ) action manager This division is similar to the ap-
2.5 Choosing error handling strategies proaches taken in Allen et al. (2001) and Pflegeale

The previous discussion shows that there are sevef@003). The communicative acts are sent from
ways to handle uncertainty and errors in dialoghe. PICKERING to GALATEA, which does a context aware

speaker may give evidence of understanding, requddtérpretation and builds a discourse model. Tre di
clarification on what is not understood, or presaggp Course model is then sent to the action managechwh
understanding and defer the detection of erroesleger ~Cconsults the discourse model and the domain datébas
stage in the dialogue. As Allen et al. (1996) peiott, make decisions and send communicative system acts.
sometimes it may be better to “choose a specifierin These acts are sent back to the &EA, as well as to a
pretation and run the risk of making a mistake ps o 9enerator. Thus, &ATEA models communicative acts

posed to generating a clarification subdialoguehe T Poth from the user and the system; ellipsis, anapho
choice of strategy should depend on the resulthef t @nd grounding status is handled and modelled in the
early error detection, i.e. how confident the syste in Same way for all communicative acts. The action -man
its understanding, but also on the consequenceahafder may also make changes to the discourse mifidel (

misunderstanding would have; the cost of a potentifo” €xample, an error is detected) and send it Hack
misunderstanding should be compared to the cost GfLATEA.



From the generator, the textual representatiomef tin HIGGINS is a large XML document that contains all
system’s communicative act (enriched with prosodiandmarks and their properties, as well as a spbs$i-

markup) is sent to a speech synthesiser (TTS). ble user positions and how they relate to the laarém
[ ASR ] [BRET<o: $104
I VALUEBUILDING
Recognition result \WOOD
<object id="$id4">
[ PICKERING: Interpreter ] <properties>
I <type>
CA <value>building</value>
v </type>
r <material>
GALATEA: <value>wood</value>
Discourse modeller </material>
L </properties>
| f </object>
Discourse model . . . X
* H Figure 2: The semantic representation of a woodéd-b

CA ing visualised graphically, as well as the corresjiog
Action Manager ]k Text XML.

Domain database

s The semantic representations may be enhanced with
“meta-information”, such as confidence scores, com-
: : . municative acts, and if information is new or given
Figure 1: The most important modules and messages i _. ! .
the HGGINs architecture. CA stands for communicative F'Qur,e 3_ShOWS the reprefemat'on of the utterétiee
act. building is made of wood”. The structure tells hatt
this is a communicative aat4) of the typeAasSERT, that
GALATEA is fairly generic and can be configuredthe object is singulais(NG), and that the object and type
with XML. The action manager, on the other hand, i8€GIVEN information but the materialEw. This meta-
highly domain dependent. However, much of the worliformation can easily be removed to create a patte
that a typical dialogue manager has to do (suctllips  like the one in Figure 2 for database searchedsin
GALATEA.

CA-TYPE: ASSERT
3.2 Semantic representations [omECT-1iFo: aven wuw: st
INFOD: GIVEN
Semantic descriptions are consistently represeated [VALDE-eurLome
rooted unordered trees of semantic concepts. Nodes T
the tree may represent for example attribute-vphies, [VALwE-woon

objects, relations and properties. Such structaes
very flexible and can be used to represent deepusien
structures, such as nested feature structuresghsasv
simple forms, depending on the requirements of the
domain. By using tree matching (similar to Kilp@ién,

.1992)’. a pattern tree can be used to search.ftanmss just represented as single nodes or tree fragmkirits.
in a given target tree. Thus, larger semantic sires

. ~ _not necessary to specify the arguments that fomple
can form dgtabases W.h'Ch may be searched. It ® alg predicate must have. Tree structures may alambe
possible to include variables in a pattern treesfmci- fied. A semantic template is used to specify how th
fying constraints and extracting matching nodesyels |, je5 may be structured, to guide the unificatidine
as using special pattern nodes for negation, etc. !

. . template also makes it possible to unify structstest-
The semantic tree structures inGHINS are repre-

) i ing at different levels in the tree.
sented with XML. Figure 2 shows an example, repre-

senting a wooden building, where a style-sheet (RSL 3.3  PIcKERING : the semantic interpreter

has been used to visualise the XML as a graphieal t ) o )

structure (using HTML). Values starting with a doll 1he interpreter developed within IG&INS is  called
sign are interpreted as variables. If this tree ugexl as PICKERING (S%kantze & Edlund, 2004b) and is imple-
a pattern in a database search, the result wouldllbe Mented in Oz PCKERING uses a context free grammar
possible bindings of variable4 (i.e. a list of the id:s of
all the wooden buildings in the database). Thelusa 2 htp://www.mozart-0z.org/

Figure 3: The semantic representation of the uttardthe
building is made of wood”.

These structures make it fairly straightforward to
represent the semantics of verbs, relations, diey are




to parse recognition results. The grammar is erdgghncaction manager, but they are not at the current embm
with rules for generating the kind of semantic ¢rele- Instead, the action manager has a check-list thguies
scribed above. IBKERING can automatically make ex- through each time the discourse model gets upditad.
ceptions from the syntax given in the grammar bgxample, after U.2 in Table 1, the system firstokisdf
handling insertions and non-agreement inside phrastaere are any concepts that should be grounded, and
and by combining non-continuous phrases. Whilealevichooses to display understanding of “an ATM”. leith
tions from the grammar are allowed biziERING, they checks the discourse model and finds that the siser’
are taken into account when the scoring the inéapr goal is known. The next item on the check lisths t
tions. Since RKERING has access to the semantic reuser’s position, and since there is no informatiarthat
sults, it can automatically filter out semanticallyin the discourse model, the action manager poses an
equivalent solutions, by using tree comparison. open request on the user’s position (S.3).

To make error handling on concept level possible, Since “issues” or “sub-dialogues” are not explicitl
PICKERING also automatically transfers word confidenceepresented, the system does not need to know when
scores into the semantic trees. The semantic téenplassues are resolved or rejected. For example gifsifs-
used for unification can be marked with slots fonft- tem needs more information about the user’s positio
dence scores. The confidence scores for the wbiats tmight ask “can you see a wooden building in froht o
are involved in creating a node with such a sletthen you?”. If the user then says “I have a green bagdin
averaged to compute a confidence score for the.nodwny left”, the system may find out that it has enoug
When averaging the word confidence scores, they airformation to continue with route directions. Wnext
weighted based on the length of the individual word the “issue” raised by the first question is resdleg not
which gives a better result according to Gabsdil Bos does not matter.

(2003). An example semantic result with concepffieon

dence scores is shown in Figure 4 4 GALATEA : the discourse modeller

chrvee: asseRT The discourse modeller developed withircEiNs and

s introduced here is called ABATEA and is also imple-
R mented in Oz. The discourse modeller has three main
T tasks:

iF: 0.8

INFO: NEW NUM: SING . i i ini _li i
= . Resolveelllpse_sby maintaining aA list (Ilst of
T past communicative acts) in chronological order,

0.9 with the most recent act first. Ellipses are trans-
INFO: NEW formed into full propositions, based on the-
. list.
f-meo: new - Resolveanaphora by maintaining arentity list,
[vALE}-concreTe extracted from theca:s, with the most recently

LA mentioned entity first.

When newca:s are added to the modghound-

LARGE BUILDING ON MY LEFT ing statusis added to nodes in the semantic rep-
Figure 4: The semantic result from Pickering, ipteting resentation, I.e. Informat_lon about who added the
the first part of U.4 in Table 1, with concept ddehce concept to the model, in which turn, and how
scores. confident the system is in the concept. This in-

formation is also transferred to the entity list.

3.4 The action manager The ca-list and the entity list form the discourse

The discourse model can be compared with the irdermM0del, which is represented with XML.
tion state used in TrindiKit (Larsson, 2002). Hoegv
the discourse model only contains information abou
what has been said, not the system’s plans or agendGALATEA resolves ellipses by transforming them into
this is modelled by the action manager. “Issue€ arfull propositions. To do this, domain dependeottext
central concepts in the issue-based approach lmgdia  rules are used that transform communicative acts based
management described by Larsson (2002). Issues are previous acts (similar to Carbonell, 1983). Eabl

not directly modelled in @ ATEA, since they are not exemplifies a transformation based on a rule tlat-h
needed for ellipsis resolution, anaphora resolytimn dles all answers to wh-requests (called conteniasis
grounding tracking. Issues could be modelled in thiere). The rule is applied when the neavis an ellipsis,

.1  Ellipsis resolution



and there is a wh-request in the-list with a requested get, and a pattern match is performed. If an adiae
node marked withtHEME:1. If possible, a newca of is found, it is moved to the first position in thstity list
type ASSERTIs created where the top node in the requeand unified with the added entity. If no antecedisnt
is copied and the theme-node is unified with thetfi found, the added entity is treated as new and gimpl
node that can be unified in the ellipsis (in thése the placed first.

COLOUR node). If the unification fails, the rule is not  Since assertions about entities are unified inetie

applied. tity list, it is possible to refer to entities witthescrip-
tions they haven't actually been directly refernsith
Context: P! REQUEST REGTYPE: CONTENT before. For example, there is a reference in uttera

Which colour
does the con-
crete building
have?

SING

TNFO: GIVEN

[vALug]-2viLDinG

S.11, in Table 1, to “the red building”. There @ entity
directly referred to in this way before, but theignlist
will contain one after U.6.

The entity list may also be used by the action man-
ager to select an appropriate referring expres@aoh
as S.5and S.11 in Table 1).

E|||pS|S Il‘ ELLIPSIS: TRUE N

Red \ VAL 4.3  Grounding status

Transforma- | Clgesee *55*!:“ ,: Handling anaphora and ellipses are necessary dapabi
tion: fomert nroycoven i ey ties of a discourse modeller. In addition to this,
The concrete k":ic:,_,: GALATEA is also capable of tracking the grounding
building is red ' Lo anven status of concepts. The grounding status is inftioma

about who added the concept to the model, in which
turn and how confident the system is in the concept
Since the same concept may be mentioned several
times, the grounding status is represented ast aflis
grounding data. This way, the system may model
grounding information over time. This informatiorayn
then be consulted for various error handling stiate
which is described in the next section. The groogdi
3tatus can be compared with the “contextual funstio
used in Heistercamp and McGlashan (1996), and the
discourse pegs used in McTear et al. (2005), that a
used to keep track of the system’s belief in whas h
been said.

The grounding information is added before resolving
cannot map entities (i.e. referents) in the disseuo that were part of the original utterance are greahot
real objects in the world. Instead, it keeps adisenti-  those that are added in the ellipsis resolutiorthinse-
ties that are mentioned (e.g. “a large building)the mantic template used for unification, places where
discourse and assigns variable id:s to them. Fo1eso grounding information should be added are marked. A
entities (such as the user), an absolute id camsbe eyxample of how grounding is updated is given inl&ab
signed. The action manager may then use the exilitie 3. As can be seen in the table, eaROUNDING tag con-
the discourse model as patterns and make a databggfs a list ofca-tags, which represent communicative
search to find possible referents, i.e. bindingstite  acts in which the concept was grounded. Each sagh t
entity id variables (as described in 3.2). contains information on the speakeGENT), the turn

When semantic structures are createdi@kiERING, ECAID) and (if applicable) the concept confidence score

they are marked with given/new status, based oi defconp), taken from the parse result (as exemplified in
niteness and sentence structure. Some parts may fgure 4).

given and some new, for example when asserting in-
formation about a given object (see Figure 3 foean
ample). Each time an entity marked as new is added
the entity list, it is placed on top. If an entiyarked as
given is added (i.e. an anaphora), the entity ikst
searched from top to bottom for an antecedent. The
nodes marked as given in the entity to be addedseéd

as a search pattern and the potential antecedernés-a

FO! NEW THEME: 1
RED

Table 2: Example transformation.

The rules are written in XML, but will not be ex-
plained in detail here. The context may beadrom the
other speaker or the same. It is also, of coursssiple
to transformcA:s other than ellipses. Each rule has
fairly generic purpose. Currently, about 10 diffare
context rules are used iNG&INS.

4.2 Anaphora resolution



U.4:1 have a large concrete building on my left with high grounding status. This ensures that the-c
cepts with low grounding status will get a high wnd-

ing status. An example is shown in Table 3. When th
system needs to ask a question on the colour of the
building, it copies the entity and removes the emtc
LARGE, since it has a high grounding status (based on
S.5:Which colour does the concrete building havepp the confidence score). TherPE concept BUILDING) is

not removed, since it is needed for a valid refeymex-
pression (otherwise it would say “which colour déies
concrete have”).

5.2 Clarification

The latestca in the discourse model may be searched
for concepts, or trees of concepts, with low grangd
status. The action manager may then embed such a
fragment in aA of type request and send it, resulting in

a fragmentary clarification request. WhemLGTEA
receives this ellipticata, it will be transformed into a

full request. This way, the grounding status fag th-
volved concepts will be updated correctly. Table 4
shows how a clarification dialogue with ellipticadm-
municative acts is interpreted byAGATEA.

U.6: Red

Table 3: How the grounding status for the entigtth Turn | Utterance After transformation
represents the concrete building gets updated. u.l | have a red build-| [same]

ing on my left
S.2 red? is the building red?
5 Error handling strategies U3 [ no the building is not red
green the building is green

The grounding status information in the discourse
model may be used by the action manager to perform
the various concept-level error handling strategles

scribed in section 2. . ' . .
Negations and confirmations are represented with

Currently, a simple distinction is made betweemhigPOLARlTY nodes that are attached to concepts. This
and low grounding status. If a concept is only men- paoﬁ

tioned by the user with low confidence score, it laa ;nne}skv(\?:rlst Zass\yvetﬁ ;ipégiz?giglnge'n;%ﬁ;e X?:?)
low grounding status. If it has been mentioned iy t have Se\’/eraPOLARITY nodes Whi?:h makes it possible
system and/or by the user with a high confidertckas ’ P

a high grounding status. The threshold used foghhi for one participant to confirm something while gt
and “low” confidence is different for different ate- participant negates it Theo!‘AR'TY nodes are ther_l
gies taken into account when doing tree pattern matching

Figure 5 shows the resulting entity after the dial in
5.1 Grounding Table 4. As can be seen, the negative answer isikep

o ) the model, which is useful when constraining pdssib
The entity list may be used by the action manager {;ser locations.

display positive evidence of understanding, by cear
ing for concepts with low grounding status. Thisyrba
done as a separate communicative act, as in S.8blke
1, or integrated in another act, as in S.5. SineeAGEA
also models the system’s actions, those concegts wi
then have a high grounding status.

Every time the system refers to a given entity, ap-
propriate integrated display of understanding itoau
matically done. To construct a referring expresswman

entity that is on the entity list, the action masagim- Figure 5: The resulting entity after the clarificat dia-
ply makes a copy of the entity and removes all epis logue.

Table 4: How a clarification dialogue is interpicbtey
GALATEA.

"



5.3 Late error detection confidence scores for individual concepts, togethi¢h
information about when the concepts have been men-
tioned and by whom. It has been shown how thisrinfo
mation may be used by an action manager for disgplay
understanding, clarification requests, and laterede-
tection, all on the concept level.

Currently, the thresholds used for different sgas
and tasks have been manually tuned. Finding methods
for automatic tuning is a topic for future researthe
selection of clarification and grounding strategiss
built into the same action manager as the onehhat
dles the navigation task. It should be possiblbuitd a
separate generic action manager for handling these
tasks, which could be reused in different applarai

The display of understanding and clarification re-
quests described here currently only operates en th
perception level on the action ladder describediipre
ously. In current spoken dialogue systems, thpdba-

where most errors occur, but a possible future

Due to the misrecognition in U.4 (in Table 1), tfis-
course model will contain an error. However, aften
U.10, the system discovers that there is no pldoerev
the user can be. It may now use the grounding siatu
the discourse model to look for errors. The onlgaapt
with a low grounding status is shown in Figure GisT
concept may be removed, and the system will silleh
the information that the user can see a tree soerwh

Figure 6: A concept with low grounding status itedéed.

It is also possible to remove information that$sa
ciated with a specific turn (by looking at tleaiD at-
tribute in the grounding status). The most obvioase

is when the system has just grounded some conceffgction is to extend the model to track confidenc
and the user S|gynals a problem. The concepts @$8dci ¢cqres and grounding status for different levetslsh-
with the system’s previous turn may then be removegen (2004) presents a model where pragmatic confi-
For example, if the user had signalled a probleteraf yonce scores are used for clarification requests.

S.5 in Table 3, the system could remove the COBCePt Thg next step is to conduct experiments with uers

CONCRETE and BUILDING, or add negativePOLARITY gy ajyate the system. An especially important tapim
nodes to them. The model would still contain thet fa |45, 4t how users give negative signals when tiseesy
that the user has something large on her left. ives positive evidence after misrecognitions, aod/

Since the model also contains information abouege negative signals may be detected, so thatttbes
what the user has grounded, it is possible to de®®s , e discourse model may be corrected (as destrib
where the user misunderstands the system. For d&amp, 5.3). Eror recovery strategies after total non-

the user never displays any understanding of the co

. : s understanding will also be studied.
ceptswoob Q”dBU'LP'NG in U.8 in Table 1, which can Compared to full propositions, the meaning of an el
be detected in the discourse model.

liptical utterance is more dependent on prosoda fe
tures. We are currently investigating how prosodic
features of (synthesised) elliptical clarificatioequests
Given these different error handling strategiesdi®e  affect the perceived meaning (Edlund et al., 2005).
course model allows, the question is how to choose An important question is, of course, to what extent
strategy. Generally, low confidence scores leaddd- the techniques described in this paper may apply to
fication requests, mid confidences scores leadsjplaly other domains. @ ATEA, as well as other HGINS

of understanding, and high confidence scores leatbt components, is currently being tested in Connedor,
grounding actions. Since the choice of strateggaose dialogue system acting as an automatic switchbaadd

in the action manager, it is possible to make &-tassecretary. Connector is part of the EU-funded CHIL-
related choice, i.e. to have different confidenwesh- project — a project investigating automatic tracking and
olds for different tasks, depending on the consegee support of interactions in meeting rooms.

of misunderstanding, as discussed in 2.5. For el@amp

when the user asserts the goal, as in S.1 in Tiaklee Acknowledgements

system has a much higher threshold for not disptayi

understanding. When the user asserts her position This research was carried out at the Centre foeSpe
U.4, the system instead chooses to defer the mandfi Technology, a competence centre at KTH, supporyed b

5.4  Choosing strategy

the low confidence score in the concR[@HT. VINNOVA (The Swedish Agency for Innovation Sys-
tems), KTH and participating Swedish companies and
6 Conclusions and future work organizations. The author would like to thank thieeo

participants in the KGINS project, Jens Edlund and
In this paper, the discourse modellexL&TEA has been Rolf Carlson, for valuable ideas and discussion.
presented. It models the grounding status of cdecep
mentioned during the course of the discourse biyrgto

3 http://chil.server.de/
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Appendix A

The same dialogue as in Table 1. The fourth shbessnterpretation of the utterance after ellipsisotution. Impor-
tant concepts are written in uppercase. Conceptsatte grounded (i.e. displayed) in the same toenatso bold.

The fifth column shows the error handlings straedhat are used.

Turn | Transcription ASR result After ellipsis resolution Error handling
S.1 | Where do you want to Where do you want to go?
go?
U.2 |Toan ATM TO ATM I want to go to amTm
S.3 | Ok, Ok
an ATM You want to go to anT™M. | Separate display of un-
derstandingAT™)
Can you describe where Can you describe where
you are now? you are now?
U.4 || have a large concrete LARGE | have a.ARGE CON-
building on my left CRETE BUILDING On my
BUILDING ON MY LEET
LEFT
and a tree in front of TREE | have arree in FRONT of
me. me.
S.5 | Which colour does the Which colour does the Integrated display of
concrete building havep CONCRETE BUILDING understanding
have? (CONCRETE BUILDING)
U.6 |Red RED The CONCRETE BUILDING
is red
S.7 | Ok, Ok,
can you see a wooden Can you see WOODEN
building in front of you? BUILDING in FRONT of
you?
U.8 | No, NO | can not (EGATIVE ) see a
WOODEN BUILDING in
FRONT of me
but | have one on my || HAVE | have awOODEN
right. BUILDING 0N MYRIGHT .
S.9 | On your right? Do you have avOODEN Clarify RIGHT
BUILDING ON YOUrRIGHT ?
U.10| Yes YES | do (PoOSITIVE) have a
WOODEN BUILDING 0n my
RIGHT.
S.11 | Ok, Ok, Late error detection of
RIGHTIn U.4
| think I know where | think 1 know where you
you are. are.
Walk a little bit forward Walk a little bitFORWARD
and take left after the and take EFT AFTER the
red building. RED BUILDING .




Appendix B

The complete entity list after turn U.10 in Tableb&fore late error detection.




